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By Matthew T. Mason

his article reviews the early goals, perspectives,
and accomplishments of robotics research and
focuses on uncertainty and structured versus
unstructured environments. For perspective, I
sketch the history of the beginning and evolu-
tion of robotics research. The main ideas are as follows:
Robotics research began with teleoperation in the 1940s
and 1950s.
Uncertainty was one of the central themes of robotics
research from the very beginning.
Structured and unstructured environments are used to
mean at least three different things in the research literature.
Structuredness is not binary, it is a continuum.
Factory automation is not about eliminating uncer-
tainty, it is about managing uncertainty.
Kitchens are somewhat structured, and factories are
somewhat unstructured.
How to characterize tasks is one of the central unsolved
problems.
Robotics is far from over.
Robotics research mythology is cultural and subjective.
Anybody can play.
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Origin of Robotics Research
Some readers will wonder why I date the origin of robotics
research to the 1940s and 1950s when there are so many
important precursors. By most accounts, robotics history
starts with ancient machines followed by centuries of pro-
gress in machine design, philosophy, and literature. But I
am focusing more narrowly on robotics research: the sub-
stantial sustained communal scientific enterprise that has
now been in progress for approximately 50 years (Figure 1).
You may also wonder whether I am addressing all of
robotics or just robotic manipulation. This confusion re-
flects my perceptions when I started, which I believe were
shared by many of my colleagues. For that community,
mobile robotics was mostly in the future, and robot usually
meant robotic manipulator. I only considered two possible
directions in graduate school: vision or manipulation.

Myth #1

It was my good fortune to start in robotics in 1976 as
a graduate student in the Massachusetts Institute of
Technology (MIT) Artificial Intelligence (AI) Laboratory.
The robotics research community was small. I was study-
ing the ongoing work at Stanford and MIT and also at
three industrial laboratories: SRI, the Draper Labs, and
IBM Yorktown Heights. I was also aware of some work at
the California Institute of Technology (CalTech), NASA
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Jet Propulsion Lab (JPL), the University of Illinois, and
some institutions in Japan and Europe. The publication
venues were few. Information was exchanged through vis-
its and technical reports more often than through journals
and conferences. The conferences that focused on robotics
were RoManSy, held biannually in Europe, and the Inter-
national Symposium on Industrial Robots, and the only
journal that focused on robotics was Industrial Robot.

My training was informal, guided primarily by three
senior graduate students: Marc Raibert, John Hollerbach,
and Tomas Lozano-Pérez (later my coadvisor). A few of
us formed a study group and conceived the idea of pub-
lishing an edited collection of papers to address the poor
state of robotics literature. We were joined by Mike
Brady and Tim Johnson and wrote Robot Motion: Plan-
ning and Control, which was ultimately published in
1983 and commonly referred to as the Brady book. It
included some tutorial material as well as papers in kine-
matics and dynamics, control, force control, trajectory
planning, and spatial planning.

The significance of the Brady book to this essay was its
inclusion of planning along with the more familiar topics
of kinematics, dynamics, and control. This marked a
change in the role of computer science in robotics. The
1970s had seen the development of programming lan-
guages for robotic manipulators and interest in high-level
languages and automatic programming. A notable exam-
ple was the development of SRI’s autonomous mobile
manipulator Shakey [5], [20], applying emerging auto-
mated theorem proving techniques in robot planning.

Goertz
etc.

RoManSy
etc.

< >

Creations

Even though these accomplishments were impressive,
robot-motion planning did not flourish until a geometric
approach was developed in the 1980s. The perspective of
the 1970s is preserved in the seminal textbook Robot
Manipulators: Mathematics, Programming, and Control
written by Paul [21]. There is no chapter on planning.
Instead, the final chapter is “Programming.”

In the late 1970s, the focus on programming
languages was displaced by a geometric perspective,
contemporary with the

appearance of a new field:
computational geometry.
Lozano-Pérez and Wes-
ley developed the use of
configuration space for

Information was exchanged

through visits and technical

collision-free  motion  reports more often than
planning in 1977 [16],

[17]. 1 applied the ap-  through journals and
proach to compliant con-

trol in 1978 [18], [19].  conferences.

The problems of geo-

metric motion planning

crossed over to computational geometry, with papers by
Reifin 1978 [23] and Schwartz and Sharir [26]. When Brady
and Paul launched the first robotics journal in 1982 [the
International Journal of Robotics Research (IJRR)], the solic-
itation of papers explicitly included the topics spatial plan-
ning and world modeling. Many of us adopted a new
definition of robotics: the intelligent connection of percep-
tion to action [1]. Robotics has emerged as a research field.

Telerobotics

Industrial Robotics

Mechanical Science

Revolutions

| | ! |
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Figure 1. The creations of robotics.
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This is the end of my story of robotics research begin-
nings, but different cultures have different creation myths,
and I now regard the above story as one of the many crea-
tion myths. I came from the computer science culture. It
should not surprise us that other disciplines have other
perspectives on the origin of robotics research.

More Creation Myths

When I first started working on this article, Bernard Roth

told me a story, disturbingly similar to mine, of his pres-
ence at the creation of

robotics, preceding my
own story by ten years.
The facts behind Roth’s
story were well known to
me because they pro-
vided the context and
results that I had studied
in graduate school. But I
had not realized that
there was an associated
o credible creation story.

A fair and complete
treatment of robotics might
involve new creation myths
or revolutions every year,

rather than every decade.

(See Roth’s foreword to
the Springer Robotics Handbook [24] for a written version
of the story.)

The seminal event occurred in 1964, when Stanford
provost Frederick Terman introduced the young
Mechanical Engineering faculty Bernie Roth to AI faculty
John McCarthy. Roth had an opportunity to develop
robot hardware to support McCarthy’s project and, at the
same time, to create a scientific foundation for robotic
manipulation. It was wildly successful, leading to pio-
neering work on manipulator kinematics, dynamics, con-
trol, design, and all the surrounding systems. It also led to
the first regular scientific meeting on robotic manipula-
tors (RoManSy, which is cited in my own creation myth),
and the beginnings of a scientific literature, a scientific
community, and established a model for robotics text-
books (Paul’s textbook, which is also cited in my own cre-
ation myth). Finally, it led to commercial platforms that
transformed manufacturing and robotics research all
over the world.

How does one reconcile competing creation myths?
Can robotics research be born more than once? These
are not reincarnations punctuated by deaths. These are
different perspectives arising in different cultures. In
my story, the seminal event, the final piece falling in
place, is that computer science achieved some traction
by focusing on geometric and dynamic model-based
foundations for motion planning. This is the computer
science myth of robotics research’s birth, and Roth’s
story is the mechanical science myth of robotics
research’s birth.

There are other creation myths. In fact, the best-known
story is associated with industrial robotics: robotics came
into existence around 1960. The seminal event was a 1956
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cocktail party in which George Devol and Joe Engelberger
met and began the planning that would lead to the Unim-
ate, the launch of an industrial robotics industry, the jour-
nal Industrial Robot, and the International Symposium on
Industrial Robotics. Hence, Joe Engelberger is often called
the father of robotics [22].

That makes three creation myths, which ought to be
enough, but as I was preparing this article, I developed a
greater appreciation for earlier work in teleoperated
manipulation and began to see that this work should
properly be viewed as robotics research. Until recently,
we roboticists have sometimes viewed teleoperation
with some disdain. Autonomous intelligence seemed to
be the greatest challenge and a defining characteristic of
arobot.

In the early 1980s, there was an opposing point of
view that teleoperation and robotics should not be
regarded as separate problems but should be treated as a
single field called telerobotics. Jean Vertut was a persua-
sive spokesman for this point of view. He makes an
interesting observation relating teleoperation to a
programmed robotic manipulator [28]. To program a
manipulator, you sometimes anticipate various possible
scenarios and make all the choices in advance that would
otherwise be made online. The program encodes these
choices and projects them into the future. The system
we regard as an autonomous robot can actually be
regarded as a remote teleoperated system, remote in
time as well as space. Whether you agree or not, it is
clear that many of the problems we regard as robotics
problems were being explored with teleoperators before
autonomous robots appeared, and it is now common to
refer to teleoperated systems as robots.

If we adopt a broad definition of robotics that includes
teleoperation, we can construct another creation myth
and attribute it to the telerobotics culture. During and
after World War II, teleoperated manipulators were
developed for handling nuclear materials. Goertz’s
articles published in the 1950s [7]-[11] reflected on this
experience and identified principles and issues that
remain central to robotics research today. Robotics
research began around 1950.

So far, we have four creation myths, which occur
every ten years, starting in 1950 and ending in 1980.
Can we find additional creation myths, either earlier or
later? Despite the numerous precursors, I cannot find
evidence of substantial sustained robotics research
before the 1940s.

Oddly, when we look later than 1980, we see that the
decadal pattern is sustained—we see epochal events
approximately every ten years. Thrun et al. [27] describe
three paradigms for robot-software design: model-based
(starting in the mid-1970s), behavior-based (starting in the
mid-1980s), and probabilistic robotics (starting in the
mid-1990s). I will incorporate the model-based paradigm
in my computer science creation myth, relabel the



subsequent paradigms behavioral and statistical, and push
the dates forward five years.

Thrun et al.’s phrase paradigm shift inevitably brings
Kuhn’s The Structure of Scientific Revolutions [14] to
mind. The behavioral and statistical events are revolu-
tions not creations. Now, we have events occurring every
ten years, leading up to 2010. I won’t attempt to identify
the 2010 event, although Alberto Rodriguez suggests
that the next revolution after behavioral and statistical
will be kinectical.

While this once-per-decade list has its appeal, it
neglects many important topics such as mobile robotics,
space robotics, mobile manipulation, humanoids, legged
locomotion, social robotics, medical robotics, and many
others. A fair and complete treatment of robotics might
involve new creation myths or revolutions every year,
rather than every decade.

Uncertainty

In 1977, I was working on compliant control of manipula-
tors, and I was trying to explain it to my mother, who knew
nothing about robotics. After listening for a while, mom
said, “T don’t get it. Why don’t you just tell the robot where
to go, and it goes there?”

The answer is uncertainty. Programmed motion is
great, but sometimes you need more. Sometimes you
don’t know exactly where the robot should go, and even if
you do know and you told it to go there, it wouldn’t go
there exactly.

The issue is particularly clear when compliant motion is
required. Consider the example of turning a crank. The
crank wants to go in a circle. If it is a sturdy and well-
grounded crank, it insists on going in a circle. Now, if you
tell the robot where to go in detail, and you don’t know
precisely where that circle is, then your instructions are
inconsistent with the real world.

Giving a robot infeasible motion commands is unac-
ceptable, both for practical and theoretical reasons. The
practical reason is the possibility of excessive forces,
failure to turn the crank, or even damage to the crank or
the robot. The theoretical reasons are more compelling.
The ultimate goal of robotics is to understand the rela-
tion between real-world tasks and systems that solve
them—to understand the relation so thoroughly that we
can readily identify robotic solutions to novel real-world
tasks. Such a theory cannot tolerate inconsistencies
between task and robot. The ultimate goals of robotics
demand an explicit theory of compliant control because
of uncertainty.

When did uncertainty emerge as an important issue
in manipulator control? Some say that the olden days
focused on factory automation, that there is no uncer-
tainty in factories, and that the research on uncertainty
originates with the recent interest in unstructured envi-
ronments, starting around 2000. That view neglects a
considerable body of research not focused on factory

automation. In any case, interest in uncertainty began
during the very first of the four beginnings of robotics
research, i.e., teleoperation. Goertz described the issue
in 1952 [7]:

It is clear that in turning a crank, it is impossible

for the brain to cause the hand to describe a per-

fect circle in the position of the crank on the
equipment. The brain can, however, direct a force

in approximately the correct directions to describe

the circle. If the crank is free to turn, motion will

be established, but the crank, not the hand, deter-
mines the circle.

Goertz referred to a brain rather than a computer
because he worked with teleoperators. Thus, the problems
of compliant motion and the importance of uncertainty
even preceded autonomous robots.

Goertz’s observations were known to robotics research-
ers in the 1970s and 1980s and were cited by Hirochika
Inoue [12] and Richard P. Paul [21], whose work on this
problem led directly to

my own interest. There

is a paper trail from today’s Uncertainty was one
compliant control work all
the way back to Goertz,  of the central themes

where the trail apparently
ends. Why should such a
fundamental insight into
manipulation occur so
early? Autonomous ro-

of robotics research from

the very beginning.

botic manipulation was
still a decade away. Or, one might ask, why did it happen so
late? Humans have been turning cranks for thousands of
years. Goertz’s insights are precisely the kind I associate with
robotic manipulation research: fundamental truths that
apply to any system that performs manipulation but only
became evident with the advent of robotic platforms.

Therefore, interest in uncertainty goes back to the
beginning of robotics. Since then, the interest in uncer-
tainty has continued unabated. I won’t attempt a survey, it
would be a daunting challenge. An outline of the field as of
1991 can be found in Latombe’s textbook [15]. The longest
chapter is “Dealing with Uncertainty.”

Structured and Unstructured Environments
How does current research differ from past? Current
research often aims at unstructured environments. Facto-
ries are often cited as structured environments and kitch-
ens as unstructured environments. This terminology is
useful but also unclear. What, precisely, is an unstructured
environment? What is the relation to uncertainty?
Historically, the phrase unstructured environment has
been used in many ways. Not surprisingly, most of the
papers use the term without definition, but often, the
intention is clear. The first use of the term I have found is a
1967 Stanford Al Memo [4], stating that in an unstruc-
tured environment a robot needs a spatial sensor like an
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eye. In some robot navigation papers, an unstructured
environment means that beacons or visual fiducials are not
installed [3], [13], [30]. Sometimes, it means that the road

has no curbs or lane

markings [6], and, often,
it seems to mean that
there is a great uncer-

Many of us adopted a new

definition of robotics: the tainty in the identity and
location of objects [29].
intelligent connection of The early mobile manip-

ulator Shakey is an in-
teresting test case. Shakey’s
» world included great un-

perception to action.

76 °

) certainty, but research-
ers often describe it as a structured environment [2]. Only
certain objects were present with regular appearance, and
wall locations were easily detected visually.

The phrase structured environment most often refers to
an environment that the engineer can modify to simplify
the robot’s job. Let’s call this the coengineering definition:

Definition 1
A structured environment is coengineered with the robot
to facilitate solution of a given task.

Examples of structured environments under the coen-
gineering definition would be the factories with their con-
veyors and parts-feeding equipment, beacons in a
navigation task, and the visual appearance of objects and
walls in Shakey’s world.

One issue with the coengineering solution is that it
depends on the history, knowing for which robot(s) an envi-
ronment was designed and the engineer’s intent. For exam-
ple, if an environment is coengineered with one robot and
then a different robot is introduced, is the environment no
longer structured? Let’s propose an engineering definition:

Definition 2
A structured environment is engineered to facilitate solu-
tion of a given task.

A Kkitchen is a good example—engineered to facilitate
cooking by humans and not by robots. But we need one
more definition. Suppose the environment was not
engineered for the task at hand but still has some regu-
larities that the robot can exploit. Let’s propose a regu-
larities definition:

Definition 3
A structured environment has regularities that facilitate
solution of a given task.
Examples are roadside curbs that facilitate perception of roads
and naturally occurring beacons such as stars for navigation.
These three definitions reflect the most common usage
in the robotics research literature. But it is wrong to regard
structuredness as a binary concept. Structuredness is a
continuum, and treating it as a binary concept leads to
absurdities. For example, under the regularities definition,
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all environments are structured—every robot exploits reg-
ularities in the task environment. A structuredness contin-
uum is a more workable concept:

Definition 4

An environment is structured to the extent it 1) was coen-
gineered to facilitate solution by a particular robot, 2) was
engineered to facilitate solution, or 3) has regularities
exploited by the robot.

A plausible way to assign a real measure of structured-
ness would be to formulate an information-theoretic
measure of the distribution of possible world states, rela-
tive to the given robot’s capabilities and task’s require-
ments, perhaps along the lines given by Sanderson in
1984 [25]. Setting a sound foundation for characterizing
and comparing different task domains would be a pro-
found advance in robotics.

Nonetheless, it is easy to see why structuredness some-
times looks black and white. If you are building an auto-
mated factory, you can design everything. If you are building
a Mars rover, you can design the rover but not Mars.

However, factories are not as simple as they seem.
First, often, you cannot design everything. The designs
of the parts and product are constrained and sometimes
fixed. Second, it is not even clear where to place the
boundary between task environment and robot. The
convention is to call each arm a robot and everything
else the environment. But why isn’t the entire work cell
or the entire factory called the robot? Third, even if you
could design everything and eliminate all uncertainty,
there are costs that make this impractical. Sometimes,
using sensors is cheaper than prior elimination of uncer-
tainty. Furthermore, if you design the factory to per-
fectly facilitate manufacturing of a particular product,
the factory will be obsolete with the first model change.
Factory automation is not about eliminating uncer-
tainty, it is about managing uncertainty.

Mars might not be as simple as it seems either. It is not
impossible to deploy navigational beacons or other affor-
dances on Mars. Surely, the engineers evaluated these
options before deciding not to engineer the environment.

Kitchens are also often cited as unstructured environ-
ments, but kitchens are also not a simple case. Despite
the perceptual and cognitive capabilities of humans,
there is an enormous amount of engineered structure in
kitchen environments, starting from flat floors, standar-
dized dimensions for counters and shelves, and the
highly evolved affordances designed into almost every
item that comes to hand.

The Future

The future might be far away. Perhaps, robotics is much
bigger than any of us realize so that, despite our rapid
progress, our goals are quite distant. While some people
prepare for an imminent technological singularity, and
others search for the trick to produce human-level



machines, it is just possi-
ble that our field is still
in its infancy. I do not
have a compelling argu-
ment for this view, but it
is telling that we have no
effective way to measure
our progress toward
long-range goals. What

Autonomous intelligence
seemed to be the greatest
challenge and a defining

characteristic of a robot.

percentage of human’s

manipulative repertoire
have robots mastered? Nobody can answer this question. It
seems unlikely we are nearing the end of the journey with-
out even knowing how to measure our progress. This does
not reflect on our rate of progress or our numerous mar-
velous achievements. It means the ride is not about to end.
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